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Abstract. Large Language Models (LLMs) are increasingly used in cy-
bersecurity. According to prior research, LLMs can also ably solve tasks
such as exploit generation and vulnerability identification. These results
suggest that, perhaps, LLMs can indeed automate the process of security
assessment in the real world. In this work, we challenge this hypothesis.
We assert that the capabilities of LLMs for security assessments are still
unclear, and we seek to shed a renewed light on this aspect.

First, through a systematic literature review, we factually support our
fundamental assertion. Specifically, we observed that prior work define
ambiguous (or not disclosed) prompts; conduct unbounded experiments;
or rely on coarse-grained evaluation metrics. Altogether, these findings
indicate the lack of a consistent evaluation protocol to measure the capa-
bilities of LLMs in security assessments. Then, to fix this gap, we propose
a standardized evaluation framework, aimed at researchers, that enables
to better gauge the pros-and-cons of LLMs in security assessments. Next,
we demonstrate the applicability of our framework by carrying out an
extensive and fully reproducible experimental campaign, encompassing 21
LLMs tested across 87 capture-the-flag challenges spanning 4 educational
systems. Finally, we coalesce our empirical findings in three guidelines
that can shape future work on LLMs for security assessments.

1 Introduction

The integration of Large Language Models (LLMs) into complex, autonomous
workflows has led to a proliferation of recent literature praising their capabil-
ities [10]. This phenomenon also touched the domain of offensive cybersecu-
rity [30] and, particularly, that of security assessment. For instance, recent re-
ports showed that LLMs can autonomously find and exploit vulnerabilities in
various systems [4]. Such capabilities represent a paradigm shift in the economics
of cybersecurity: tasks that required extensive expertise and human effort can,
apparently, be solved by autonomous agents at a fraction of the cost [16].
Potentially drawn by such capabilities, abundant research examined LLMs
for security assessments. For instance, querying Google Scholar with search terms
(“large language model” AND “security assessment”) yields over 1,000 results (as of
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April 2026). On the surface, the conclusions of prior work tend to align: LLMs
can, e.g., serve as penetration testers [17]. However, amidst these successes, a
detailed look reveals a misalignment in the evaluation methodology followed in
extant research. As an example, the work in [20] implements an infinite loop
without setting any experimental bounds, whereas [412] sets the maximum iter-
ation step to 15 regardless of the complexity of the challenge; similarly, in [29]
there is no mention of how much time an LLM-powered agent takes to find the
targeted vulnerability, whereas [17] shows that another LLM-based agent takes
an average of 35 minutes to solve medium-to-easy challenges. These discrepancies
motivate the research question: are LLMs effective under a common evaluation
protocol? (RQ1) Additionally, some papers (e.g., [37]) consider “progress-aware”
key-performance indicators (KPI), i.e., conclusions are drawn while account-
ing also for cases where the LLM partially solved the challenge; whereas others
(e.g., [41]) only consider success or failure. This begs another question: how much
does a progress-aware KPI impact the perceived performance of LLMs with re-
spect to a binary one? (RQ2) Finally, LLMs are intrinsically probabilistic and
provide different solutions even when the inputs are the same. Given that a se-
curity assessment may have multiple alternative solutions, we wonder how much
does the efficacy of LLMs vary across repeated runs? (RQ3)

We assert that the answers to such questions cannot be given by a single
paper. Rather, it requires a collective and persistent effort by the respective
research community. However, what can be done now is providing high-level
guidelines that future work in this domain can follow to enable a more consistent
experimental setting across related literature. In this way, it would be possible to
make fair comparisons and draw more informed conclusions on the effectiveness
of LLMs for security assessment. We undertake this effort in this paper.

Contributions. We seek to lay a foundation for research focused on evalu-
ating the effectiveness of LLMs for security assessments. To this end:

e First, through a systematic literature review across =~ 2,000 research papers,
we identify the 20 most relevant works and dissect their evaluation method-
ology (§2). We find systemic inconsistencies in the adopted experimental pro-
tocol, which impairs drawing sound conclusions on the effectiveness of LLMs
for security assessments. Such a finding motivates the need for our work.

e Then, given the lack of a standardized experimental methodology, we propose
a generic framework for evaluating LLMs in security assessments (§3). Our
framework is designed to be simple and widely applicable by academic re-
searchers, who mostly favor “capture the flag” and educational challenges for
security assessments (confirmed by our literature review). In presenting our
framework, we make recommendations to provide more comprehensive results.

e Next, we provide an empirical demonstration of our proposed framework (§4).
Through a large experimental campaign entailing 21 LLMs (belonging to 4 dis-
tinct families: GPT, Opus, LLaMA, and Qwen) tested in 87 challenges across 4
educational systems, we show how to carry out a comprehensive evaluation of
LLMs for security assessments. Our experiments, which seek to address RQ1—
3, shed a renewed light on the efficacy of LLMs for security assessments (§5):
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we identify GPT-5.4 as the top-performing LLM across our considered tasks;
we show how a progress-aware metric changes the interpretation of LLM per-
formance compared to binary success/failure; and we study how single-run
evaluations can lead to unstable or misleading conclusions.
We discuss implications and limitations of our research in Section §6. To ensure
the very reproducibility we advocate for, we provide full experimental setup, in-
cluding source code and prompts, as well as the logs and results of our evaluation,
in a dedicated repository: https://github.com/dimgalli/revisiting-efficacy-1lms-sa.

2 Background and Motivation

We define the focus of our work (§2.1), and then carry out a systematic literature
review (§2.2) through which we identify the problem tackled in this paper (§2.3).

2.1 Focus of the Paper: Security Assessments (with LLMs)

We tackle the broad problem of LLM adoption for security assessment. To set
up the stage for our work, we outline this domain and provide some definitions.
Security Assessments in Practice. In the real world, professional security
analysts can engage in various activities to assess the security of a given system.
Such activities are typically recognized by three terms: vulnerability assessment,
penetration testing, and red/blue teaming. The goal of vulnerability assessment is
to evaluate the potential risk of system exposure by evaluating publicly available
service versions and operating systems. In penetration testing activities, the goal
is to systematically test and exploit every sub-component in order to provide
an objective evaluation of system security. Finally, red/blue teaming activities
emulate a realistic attacker with a known goal and evaluate the readiness of the
defensive team. A more comprehensive definition of these activities is in [35].
Security Assessments in Research. In a professional environment, the se-
curity assessments are carried out on live systems. In contrast, in a research/edu-
cational context, the salient aspects of these real-world activities can be simu-
lated via capture the flags (CTF). These engagements are made up of various
challenges that seek to reproduce a system in which a single specific flaw must
be found and exploited by participants. Put simply, these challenges are a proxy
to study the capabilities of the participants to assess the security of a given
system in a controlled setting. Hence, CTF challenges are the de facto standard
approach used in research to simulate security assessments (see, e.g., [33,9,28]).
LLMs for Security Assessment. Prior work has assessed the capabilities
of LLMs for security assessments. In a production context, LLMs have been
employed for, e.g., automatic discovery and exploitation of system vulnerabil-
ities [1]. In this context, the LLM serves as the cognitive core of the system,
handling high-level strategic planning and multi-step reasoning. It is tasked with
decomposing a broad objective (e.g., gaining root access on a target machine)
into an ordered sequence of sub-goals, selecting appropriate attack vectors at
each step, and adaptively revising the plan in response to intermediate outputs
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Fig. 1: Methodology of our Systematic Literature Review.

(this is enabled by the “thinking” component of the LLM). Beyond planning,
the LLM can also be responsible for generating concrete and executable actions.
When live systems are not accessible, prior work has evaluated LLMs for the
aforementioned objectives via CTF challenges (e.g., [16]) or via tests on ad-hoc
vulnerable machines (e.g., [11]), typically showing promising results (e.g., [17]).

2.2 Systematic Literature Review

Given that there is literature on LLM applications for security assessment, we
asked ourselves our motivational research question (RQO): “What is the method
adopted in prior work to evaluate LLMs for security assessment?”. We answer
RQO via a systematic literature review, carried out by three researchers: two
having 2-5 years of experience who frequently interacted to discuss the respective
findings; and a third senior researcher with decades of professional expertise in
security assessment, serving as an arbiter (as done in [36]). In what follows, we
describe our process (visualized in Fig. 1) according to established guidelines [34].

Paper Collection. We searched for relevant studies across four major dig-
ital libraries: IEEE Xplore, ACM Digital Library, ScienceDirect, and Google
Scholar. We applied a fixed search query: “(‘language model’ VvV ‘LLM’V ‘GPT’V
‘ChatGPT’V ‘foundation model’ v ‘transformer’) A (‘capture the flag’V ‘CTF’V ‘pen-
etration testing’ V ‘pentest’V ‘exploit’ V ‘vulnerability exploitation’ V ‘hacking’)”. Our
query was designed to capture all possible works on the themes tackled by our
RQO. We carried out this search in March 2026. We systematically exclude: doc-
uments not in English, abstract-/presentation-only results, non-peer-reviewed
manuscripts, as well as papers published before November 2022 (i.e., prior to
ChatGPT rollout). After this process, we obtain 1,879 papers.

Screening and Snowballing. We initially filtered the retrieved records by
focusing only on high-quality publications (similarly to [7]). We thus consider
only manuscripts published in A* and A-ranked conferences in Security and
Software Engineering (according to the ICORE Conference Ranking), as well as
Q1 journals in the same domains (according to SCImago). We consider: S&P,
NDSS, CCS, USENIX SEC, EuroS&P, ACSAC, AsiaCCS, ESORICS, RAID,
ICSE, FSE, ASE, ISSTA, TIFS, COSE, JISA, TOPS, TSE, TOSEM. We also
considered papers from co-located workshops (e.g., AutonomousCyber). This
step reduced the collection to 108 peer-reviewed papers. We then manually as-
sessed the relevance of these papers by inspecting their metadata (titles, ab-
stracts, and keywords). We excluded works addressing related-but-orthogonal
problems to our focus (see §2.1), such as CVE identification. After this step,
9 papers published in 20232026 were deemed eligible for inclusion. Finally, to
identify relevant works not captured by our filters, we applied backward and for-
ward snowballing to the selected papers using Google Scholar as recommended
in [25]. This process included additional relevant works published in A* venues
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from adjacent fields, B-ranked conferences in Security and Software Engineering,
and preprints available on arXiv with at least 10 citations. After excluding du-
plicates, we manually analysed the metadata of each additional work to examine
its relevance to our RQO. Ultimately, we derived a final corpus of 20 papers,
ie., [11,14,15,17,18,20,21,22,24,26,29,37,38,40,41,42,43,44,45 46].

Overview of Related Work. We perform a full-text review of these 20
papers. The overarching goal was to examine the evaluation methodology of
each work in light of our RQO. In terms of high-level findings, only 1 pa-
per [21] experimented on real systems, whereas 4 used custom setups or sim-
ulations [43,41,22,18], and the remaining 15 consider CTF challenges. We found
that earlier work (e.g., [20,11,21]) relies on human-based strategies—the LLM is
queried by a human expert (via API or Web interface) to, e.g., obtain commands
to solve a CTF challenge; whereas more recent efforts (e.g., [37]) focus on LLM-
based agents—which are autonomous and therefore require minimal human inter-
vention during their workflow. Particularly, among the 17 agent-driven papers,
7 ([26,46,42,45,44,22.18]) consider an architecture with a single agent, which is
tasked with solving the entire task; whereas 10 ([37,17,15,14,38,29,40,41,43,24])
define a multi-agent architecture with dedicated agents for each step of the over-
arching task.* We find it instructive to report the LLM considered: 3 papers only
consider LLMs within the GPT family [20,24,45], whereas 2 only consider other
families [41,14], and the remaining 15 a mix of GPT and others. Hence, we can
conclude that LLMs by OpenAl are frequently considered in related research.

2.3 Shortcomings and Research Gap

Besides the high-level results discussed in the previous section, we could identify

three noteworthy categories of “methodological conventions” that entail the ex-

perimental evaluation of the papers we examined. We report them below (and
in Table 1 in the Appendix), and explain why they are noteworthy.

e C1: unclear or unconstrained experimental settings. We were unable to find
the exact instructions (i.e., prompt) used to perform the assessment in 8
works [20,11,14,17,26,29,38,42], which impairs reproducibility. However, nu-
merous works do not specify a “cost budget” per experiment—in terms of the
maximum number of commands the LLM may issue, or a timeout for chal-
lenge resolution. Specifically, only 9 works set an upper bound on the number
of commands issued [42,18,41,43,44,45,16,38,22], and only 2 also set a time-
out [38,21]. This lack of bounding makes experiments difficult to reproduce and
prevents meaningful comparisons across studies: an agent that solves a chal-
lenge after hundreds of steps can hardly represent a realistic security threat.

o C2: coarse-grained performance metrics. The dominant metric across the cor-
pus is a binary success indicator: only 7 papers [18,44,11,17,29,15,37] also

Since the release of PentestGPT [11], attention was given to proposing custom LLM-
driven solutions. For example, numerous works (e.g., [24,37,41,17,14,38,29,43]) pro-
pose RAG-based systems that enhance LLMs by enabling access to up-to-date knowl-
edge and specialized information—beyond what is included in their training data.
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consider some form of “partial” success of the LLM. In contrast, for 13 papers,
the task is either solved or not. While straightforward to compute, this metric
provides no insight into where in the exploitation chain the LLM fails. For in-
stance, an LLM that correctly completes all but the final step of a multi-stage
exploit has the same performance as one that fails at the very first step.

o C3: lack of statistical validation. Eight works [20,29,37,46,38,22,14,26] either
perform the experiments once, or do not report the total number of runs. Un-
fortunately, LLMs are inherently stochastic architectures, whose outputs may
vary depending on a variety of uncontrollable settings [31]. As a consequence,
and despite their convenience, single-run evaluations may yield unstable re-
sults, potentially overestimating or underestimating the LLM capabilities.

Altogether, these findings indicate a systematic shortcoming across prior work,

which we attribute to the absence of a generic experimental protocol that can

be used to ascertain the capabilities of LLMs for security assessments. Indeed,
across our literature review, we found that each paper adopted its own evaluation
approach, indicating a lack of consistency across each experimental setup.

Disclaimer. Ours is not an attempt to invalidate prior research. Individually, the
claims of each paper we analysed are well supported. We are merely pointing out
a systemic shortcoming across the works analysed—a shortcoming which impairs
drawing sound conclusions on the overall efficacy of LLM for security assessments.

3 Proposed Evaluation Framework

To address the shortcomings we identified (in §2.3), we propose a generic frame-
work for evaluating LLMs in security assessments. We first outline its design
goals (§3.1), and then describe its two phases: “prepare” (§3.2) and “run” (§3.3).

3.1 Design Goals and Overview

The development of our framework involved a structured brainstorming process
between six domain experts in cyber security and machine learning (some having
>10 years of experience), and is also rooted on established practices (e.g., [33,35]).

Our framework is addressed to security researchers, and is hence revolving
around assessing LLMs via CTF challenges, due to the well-known difficulties for
researchers to obtain access to real-world systems for security assessments [5].
Our framework is conceptually simple: we consider this a strength, since it en-
ables flexible usage by downstream research.

In principle, our framework aims to support evaluations that are (i) effective,
by accurately capturing the real capabilities of current LLMs in solving CTF
challenges, (i1) representative, by simulating operational conditions that cover
relevant sets of vulnerabilities, and (i) reproducible, by ensuring transparency
and consistency across experimental settings. Put differently, our framework
seeks to overcome the shortcomings identified in §2.3.

Our framework, schematically depicted in Fig. 2, is organized into two phases:
“prepare”, during which the researcher must setup the underlying environment
for the evaluation; and “run”; during which the assessment takes place.
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Fig.2: Our proposed evaluation framework.

3.2 Phase I: Prepare

During this phase, the researcher must lay the foundation for the evaluation.
Specifically, two steps must be carried out. We describe them below and provide
recommendations. Specific examples will be shown in our demonstration (in §4).
Context Selection. First, the researcher must specify the LLMs/agents that
will be subject to the evaluation. Then, the researcher must identify the (set of)
candidate system(s) that should be assessed. For the latter, there is a range of
options available (refer to §2.1) covering different domains (Web, binary, reverse
engineering, misconfigurations, cryptography) with different difficulties (easy,
medium, hard) at different costs (free or subscription [17]). Due to our focus,
we recommend challenges used in education and in CTF competitions. Such a
choice enables a reproducible evaluation encompassing (typically) a well-crafted,
coherent, and realistic set of vulnerabilities acknowledged by the community. To
better reproduce a real-world context, the challenges should encompass different
difficulties in terms of exploitation paths, procedures, and defenses.
Environment Setup. The researcher is responsible for deploying and or-
chestrating the testbed (LLM agents and target systems) chosen during the
“context selection” step, which will be used during the experimental campaign.
To this end, the researcher begins by downloading, installing, and configur-
ing the target systems (including, e.g., exposing the envisioned vulnerable ser-
vices). These procedures can be simplified by containerization (typically, through
Docker), which enables emulation of multiple concurrent systems. Next, the re-
searcher must specify the LLM evaluation parameters; two in particular are
crucial. (1) The “system prompt” that will guide the LLMs in the challenge res-
olution must be carefully designed. For example, an excessively broad prompt
can lead to the LLMs running long, generic enumerations that will not converge
to a solution; whereas a prompt that implicitly contains hints about the challenge
can lead to the LLM solving the challenge trivially. We suggest devising a system
prompt specifying: the role of the LLM; the explicit goal to achieve; a boolean
condition to verify the goal; and the rules of engagement, such as available tools
and permitted scope. (2) The “budget” of the assessment. This serves to avoid
infinite loops when LLMs cannot find a proper solution, as well as a means to
measure the operational expenditure of the exploitation. The researcher must
specify the number of resolution steps and the time allotted to the resolution of
the challenge or task, and potentially other costs associated with LLM usage.
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3.3 Phase II: Run

Once a functional testbed has been prepared, the assessment can be launched.
Our framework splits the assessment into two steps, described below.

Execution. First, every candidate LLM is tested against each defined tar-
get system according to the specified parameters. In practice, the researcher can
do so by inputting the system prompt and then manually solving the challenge
by iteratively applying the LLM suggestions and feeding the system’s response
back to the LLM. However, doing so is error-prone, scales poorly, and can lead
to subjective course of actions that may deviate from the LLM’s output, thereby
skewing results. We thus endorse the automation of this step by leveraging agen-
tic LLM tools (as also done in, e.g., [37]). Regardless, to increase the statistical
robustness of the results, experiments should be repeated multiple times. This
can be a parameter to provide to the agentic LLM, or simply a rule that the hu-
man researcher must follow in the manual workflow. More importantly, however,
the “budget” of the assessment should be reset at each new execution.

Evaluation. The last step of the framework is responsible for the computa-
tion of key performance indicators (KPI) that allow for evaluating the perfor-
mance of an LLM. To this end, the evaluator must analyze the full execution log
(which refers to the set of operations each LLM carried out against each system).
The simplest KPI possible (used, e.g., in [11]) is a binary metric (i.e., challenge
solved or not). Although it is very easy to compute, this KPI is insufficient to
truly assess performance, as shown in [2]. In particular, there is no notion of
progress, adherence to specific exploitation techniques, or the ability to explore
the unknown. We suggest implementing KPIs that address at least one of these
aspects, potentially in a qualitative fashion [23].

Takeaway. Our proposed evaluation framework is designed to be generic and is
thus applicable to a wide array of scenarios that envision LLM applications for
security assessments. Our framework intrinsically enables researchers to carry out
experiments that enable fair comparisons for future work.

4 Demonstration

We now describe how to apply our evaluation framework to carry out a practical
and sound experimental campaign, meant to address RQ1-3 (refer to §1).

4.1 Implementation of “Phase I: Prepare”

We describe our implementation of the “Context Selection” and “Environment
Setup” steps of our framework (refer to §3.2); more details are in the Appendix.

LLMs. We consider 21 LLMs belonging to 4 families: GPT [30], Opus [3],
LLaMA [19] and Qwen [8]. From each family, we pick a mix characterized by
different capabilities, costs, and sizes in order to faithfully represent the available
spectrum of models.? The considered LLMs reflect the state-of-the-art across the

5 We did not include any security-focused LLMs because, at the time of submission,
many of them are either not publicly accessible or subject to restricted access.
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papers extracted in §2.2. All included models have context windows sufficiently
large to process input prompts without suffering truncation [13]. The LLM com-
mit IDs and configuration details are provided in Table 2 (in the Appendix).

Target Platforms. We pick all the challenges provided by four educational
platforms: Nebula, Protostar, ROP Emporium, and Web for Pentester I. Our
choice is motivated by the wide range of vulnerability classes these systems cover
(including Web applications, cryptography, network services, privilege escala-
tion, stack and heap overflows, and synchronization errors) at different difficulty
levels (ranging from simple configuration errors to more advanced injections and
memory corruption bugs) with various levels of defense (none to high). Also,
these systems have already been used in education to study the basic building
blocks of vulnerabilities [27,39,12]. Finally, unlike ad-hoc or commercial cyber
platforms (e.g., HackTheBox), these systems are freely available, self-contained,
and deployable on a local infrastructure at low cost. An overview of each CTF
challenge used in our demonstration is in Table 3 (in the Appendix).

Prompt Format. For each challenge, we devise a prompt that specifies the
role of the LLM (a seasoned cybersecurity expert), the explicit goal to achieve
(e.g. privilege escalation to specific users or code injections that exfiltrate spe-
cific data), a verifiable boolean condition that allows to match the goal against
concrete command outputs (e.g., "the challenge is solved if the getflag comm-
mand, launched as user £1ag00, reveals the following output: ..."), the allowed
tools (e.g., an SSH client to connect to remote systems) and the permitted scope
(e.g., write temporary files only in specific directories). Failure to do so would
inevitably let an LLM take arbitrary decisions that would likely lengthen the ex-
ploitation path. An exemplary prompt template is in Fig. 7 (in the Appendix).

Budget. We define the assessment budget for each experiment (one LLM
evaluating a target system in a specific run) in terms of: number of commands
N, execution interval T in seconds, and API cost C'in USD for commercial LLMs.
The maximum number N of steps depends on the complexity of the CTF: Nebula
and Web for Pentester I tasks are bounded to 10 commands, Protostar tasks are
bounded to 20 commands, and ROP Emporium tasks are bounded to 30 com-
mands per run. These limits were chosen uniformly across LLMs and calibrated
on the expected number of commands to solve the task in publicly available
write-ups in order to approximate realistic attacker constraints while controlling
hardware/software resource consumption and keeping the overall duration of the
experiments manageable. The maximum execution time is T = 300 seconds for
each challenge, as in real-world assessments, attackers might be detected after
that threshold. For the sake of reproducibility at reduced costs, we limit the
exhaustion of the allocated cost budget C' = 10 USD for commercial LLMs.

4.2 Implementation of “Phase II: Run”

We describe our implementation of "Execution” and “Evaluation” steps (§3.3).
Agent Setup. We use the open-source toolkit nerve (available at https:
//github.com/evilsocket /nerve) to build and run our LLM agents. An LLM agent
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Fig. 3: Reference graph for Protostar Stack Two and trainee graphs mapped with commands
provided by: (a) Qwen 2.5 7B, (b) LLaMA 3.3 70B, and (c¢) GPT-4o.

is defined by a single YAML file (see Fig. 7) and executes a closed repeated sense-
think-act loop. Each experiment is logged in a separate file, which includes ID,
LLM, challenge, target platform, prompt logs, and event timestamps.
Performance Indicators. We consider two KPIs to evaluate the perfor-
mance of LLMs: (i) a binary success/failure indicator, as considered by most
papers in the corpus, and () a progress-aware measure that quantifies how far
the LLM agent advances toward the final goal. To compute the latter KPI, we
proceed as follows. We first define for each CTF the attack reference graph [32],
which represents our ground-truth. In this graph, nodes are intermediate as-
sessment states (e.g., access obtained), while edges represent the actions (e.g.,
commands) to transition between states (e.g., running a network scanner). This
graph includes at least a start node and an end node that represent the initial
state and the final state of the engagement, respectively. We manually generate
attack reference graphs from tested write-ups for CTF for which verified solu-
tions are available, and from our own solutions for challenges where no public
solutions exist. We then derive a trainee graph [2] for each LLM-task pair from
the sequence of commands generated by the LLM and run by the agent on the
target. Edges in the trainee graph correspond to commands predicted by the
LLM and run by the agent. Finally, we map such commands to the actual edges
in the attack reference graph of the considered CTF. To compute the fraction
of correctly completed exploitation steps, we define the progress score P = f—g,
where L4 is the longest path from the start node to the end node composed
of edges that correspond to commands correctly predicted by the LLM and run
by the agent on the target machine, and Lo is the length of the optimal ex-
ploitation path between the start and end nodes in the attack reference graph.
The score ranges from P = 0, when the LLM does not generate any command
that advances the challenge, to P = 1, when the LLM provides all commands
to print the flag and solve the task. As for the alternative paths that a model
might suggest, these are rewarded when they lead to the final exploit.
Repeated Runs. For a comprehensive analysis, we seek to repeat our exper-
iments 5x for each challenge-LLM. In presenting our results, we will particularly
examine the performance stability of the LLM that consistently outperformed
the others across the entire evaluation, which we found to be GPT-5.4. This ap-
proach is sensible: in practice, repeated trials serve to draw sound conclusions.

Example. Fig. 3 shows a possible attack graph for Protostar Stack Two, together
with three trainee graphs generated from the commands suggested by three different
LLMs. In this CTF, the goal is to exploit the binary /opt/protostar/bin/stack?2 via
a stack-based buffer overflow by overwriting a variable with the value 0x0d0a0dOa
through the shell environment variable GREENIE. The exploit requires 64 bytes of
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padding followed by the 4-byte target value. The solution can be expressed through
two commands, corresponding to two edges in the attack graph: one to set the envi-
ronment variable with the crafted payload, and one to execute the vulnerable binary.
Whenever the LLM agent correctly executes a command that advances toward the
solution, the resulting state is marked in green; otherwise, a red node is added to
represent a failed or uninformative step. In the example, Qwen 2.5 7B fails immedi-
ately by setting GREENIE incorrectly, LLaMA 3.3 70B correctly sets the variable but
executes a wrong filename, and GPT-4o successfully completes both steps.

5 Results and Answers to RQs (based on our evaluation)

5.1 Effectiveness of LLMs for SA (RQ1)

Fig. 4 reports the progress score P (y-axis) achieved by the best-performing LLM
(z-axis) of each family across the challenges under evaluation. For clarity, these
results are based on a single experimental run (results of the other trials are
in our repository). We differentiate the comparison between commercial LLMs
(GPT vs. Opus) and locally hosted LLMs (LLaMA vs. Qwen). Among commer-
cial LLMs, GPT-5.4 is the best, with Opus 4.6 matching on baseline CTFs but
degrading earlier on more complex tasks (e.g., ROP Emporium). Among local
LLMs, Qwen consistently outperforms LLaMA, achieving partial or full success
where LLaMA often fails. We observe that LLM performance depends strongly
on the target system. Remote LLMs perform well on early Nebula and Protostar
CTFs, but decline on more complex binary-exploitation tasks: GPT remains ef-
fective even on several advanced ROP Emporium tasks, whereas Opus degrades
earlier. Among open-weight LLMs, Qwen achieves full or partial success on Neb-
ula, Protostar, and web tasks, while LLaMA fails on most challenges. All LLMs
perform well on the baseline Web for Pentester I injection scenarios. As also
observed in [11], performance declines as challenge complexity scales. Both GPT
and Opus degrade on hard Nebula and Protostar challenges, while Qwen also
drops rapidly, and LLaMA remains ineffective beyond introductory levels. All
LLMs struggle to overcome more complex tiers of ROP Emporium (e.g., fluff)
and Web for Pentester I (e.g., SQLi9), highlighting a collective weakness in han-
dling long-horizon dependencies and navigating robust mitigation mechanisms.

Answer to RQ1: LLMs exhibit different effectiveness in solving exploitation chal-
lenges. Among commercial LLMs, GPT-5.4 solves most complex tasks, whereas Opus
4.6 degrades earlier on intermediate ones. Among local LLMs, Qwen3 32B performs
best by solving baseline CTFs and initiating exploit chains, while LLaMA models
attain the lowest scores and are largely limited to introductory tasks.

5.2 Impact of Progress-Aware KPI (RQ2)

Fig. 5 shows the distribution of binary success/failure results and progress scores
P (y-axis) of the overall best-performing LLM (i.e., GPT-5.4) across five repeated
runs against the eight challenges from ROP Emporium (z-axis). Both metrics
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Fig.4: Best progress score achieved by each LLM family (@ GPT, . Opus, @ LLaMA, and
@ Qwen) against the challenges of the considered educational systems.
are null for ret2win, badchars, and fluff; however, they diverge for partially com-
pleted tasks. For split, the binary KPI records only absolute success or failure,
whereas the progress score reveals that unsuccessful runs can still complete ap-
proximately two-thirds of the reference path (P ~ 0.67). The difference is more
evident for pivot and ret2csu: although the binary KPI remains 0, progress
scores show that GPT-5.4 reaches intermediate milestones, ranging from P = 0
to P = 0.88 for pivot and peaking at approximately P = 0.70 for ret2csu.
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by GPT-5.4 across five repeated runs against the challenges of ROP Emporium.

Answer to RQ2: A progress-aware KPI shifts LLM evaluation from an all-or-
nothing paradigm to a nuanced measure of partial automation. Binary metrics can
underestimate capabilities, as a failure in the final stages negates all preceding suc-
cessful steps. Conversely, the progress-aware metric exposes intermediate achieve-
ments, showing that LLMs can reliably automate substantial portions of the ex-
ploitation pipeline even when they fail to complete the entire task.

5.3 Performance Stability under Repeated Runs (RQ3)

Fig. 6 shows the distribution of the progress scores P (y-axis) achieved by GPT-
5.4 and Opus 4.6 across five repeated runs on all challenges (x-axis) of the
evaluated vulnerable systems. We consider these two LLMs because they are
the strongest models in our demonstration. Repeated trials reveal a more nu-
anced pattern than a simple stronger-versus-weaker-model comparison. On Neb-
ula and Protostar, GPT-5.4 and Opus 4.6 achieve comparable mean progress
scores (0.561 vs 0.519, and 0.483 vs 0.459). However, Opus 4.6 displays markedly
lower variance across the runs, frequently converging to a stable outcome rather
than fluctuating between near-perfect and failed attempts. The difference in
performance becomes more pronounced on ROP Emporium and Web for Pen-
tester I. GPT-5.4 achieves substantially higher progress scores than Opus 4.6,
frequently reaching P = 1.00 on tasks involving chained exploitation steps (e.g.,
split and callme) and web application vulnerabilities (e.g., SQL injections and file
inclusions), where Opus 4.6 collapses to P = 0.00 across all repeated tests. Both
LLMs achieve P = 0.00 on badchars and fluff challenges in ROP Emporium,
suggesting these tasks exceed the actual capability of both LLMs regardless of
provider. As challenge complexity increases, both LLMs exhibit declining median
performance and widening score distributions (see §5.1).

Answer to RQ3: According to our evaluation, efficacy across repeated runs is not
uniform, but depends on both the model and the platform. Some LLMs converge
reliably to a similar outcome, while others show wide swings between near-complete
exploitation and total failure. Notably, low variance does not always indicate high
performance: a model can appear stable simply because it consistently fails. As
challenge complexity grows, LLMs experience increasing performance fluctuations
and declining scores, with outcomes becoming more sensitive to stochastic effects.

6 Discussion

We compare our framework against prior work (§6.1), distill limitations (§6.2),
and provide recommendations for future research (§6.3).
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6.1 Positioning within Prior Work

We outline our novelty and compare our results against those of prior work.
Novelty. The design choices of our evaluation framework are similar to those
of related work in some respects. However, to our knowledge, no paper specif-
ically proposed a framework to standardize the evaluation process of LLMs for
security assessments. Some papers [22,38,41,42,43,44,45.46] already set budgets
in terms of the maximum number of LLM-platform interaction rounds. How-
ever, these parameters are defined without considering the complexity of the
task. Our framework involves capping the maximum number of commands, and
it specifies a value that takes into account the difficulty of the assessment. Some
works [11,15,17,29,37,44] consider progress toward the goal in terms of com-
pleted exploitation phases/subtasks. While this is a valid approach, a subtask
may involve multiple commands; thus completed exploitation phases do not en-
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able identification of the root cause for failed attempts. In contrast, our approach
allows for a more granular analysis, examining the commands generated by the
LLM and identifying which ones the model was unable to suggest. Finally, we are
not the first to emphasize repeating security-focused ML experiments multiple
times (e.g., [6]), but such a recommendation has a substantial difference in our
specific context: challenges do not have a single solution, so repeated trials also
allow examining if the LLM can follow different paths to reach a solution.
Comparison. In our demonstration, we find that the best-performing model
is the most recent between those under consideration, i.e., GPT-5.4. This aligns
with prior works (e.g., with [11,37,42]) that compare earlier generations (i.e.,
GPT-3.5) and consistently show that more recent models achieve superior per-
formance. Our results reinforce this trend, confirming that model advancements
translate into improved performance in security assessment tasks. As noted in the
same works, we also find that even the most capable models struggle when faced
with challenges involving complex and multi-step exploit paths, which require
long sequences of dependent actions. We attribute this limitation to constraints
in the effective context window of LLMs, which can lead to loss of relevant session
information during extended interactions throughout the attack chain.

6.2 Limitations and Threat to Validity

The conclusions of our systematic literature review (§2.2) depend on our design
choices. For instance, we applied strict filters that excluded papers accepted in
“less prestigious” venues, or in outlets not specifically focused on cybersecurity
/ software engineering. However, our snowballing activities should have enabled
us to identify relevant works that had been excluded in the initial stage of our
approach. With regard to defining the relevance of a given paper for our RQO,
the decision was made by a team of three researchers. So, while we cannot claim
universal applicability of our conclusions, there is reason to believe that the
shortcomings we brought to light (in §2.3) are indeed systemic in this field.

As we stated (in §3.1), our framework is deliberately “simple”. This is a
strength, because it enables broad applicability (as shown in our demonstration
§4). We also refrained from specifying hard numbers in providing our suggestions
when describing the framework: this is because such choices must be gauged on
a case-by-case basis. For instance, there is no perfect number for “number of
trials”, and certain researchers may find that repeating the assessment multiple
times can be prohibitive. In these cases, an evaluation can still be carried out
only once—as long as the researcher (i) transparently reports this, and (%) does
not use such a single trial to draw generalizable conclusions.

Our evaluation (in §4) may be affected by some limitations. We are aware
that the panorama of LLMs is in constant evolution, so most results on LLM
capabilities are bound to become obsolete quickly. This is why we do not seek to
generalize our conclusions. Nonetheless, the most subtle (potential) limitation
of our assessment is related to the “lookahead bias” of LLMs [13]: some LLMs
may have seen the solution to any given challenge during their training phase,
meaning that successful completions are not due to their reasoning capabilities.
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Unfortunately, the training data of the LLMs we considered is not publicly avail-
able, so we cannot say if this applies to our case or not. However, it is a fact
that none of our analysed models consistently completed all challenges. So, we
deem the possibility of this phenomenon having affected our results to be low.

6.3 Lessons Learned and Recommendations

Based on the literature review and the evidence gathered from our experimental

demonstration, we derive three practical recommendations:

e To ensure comparable and realistic evaluations, future studies should explic-
itly define challenge-specific prompts and operational bounds (e.g., number of
commands, execution time, cost budget);

e While binary success/failure measures provide an immediate indication of
whether a challenge has been solved, they should be complemented with fine-
grained progress-aware metrics to capture partial achievements;

e Although they increase the economic cost of large-scale experimentation, mul-
tiple trials are necessary to account for the stochastic nature of LLMs and to
support statistical validation.

Finally, we endorse scrutinising the results achieved in light of the “lookahead

bias” of the considered LLMs, and of its potential impact on the conclusions.

7 Conclusions

Despite the growing interest in using LLMs for security assessments, it remains
unclear how LLMs should be evaluated. Existing studies report promising results,
but they often rely on weakly constrained experimental settings and coarse-
grained evaluation metrics, which impair fair comparisons.

To address these issues, we first conducted a systematic literature review to
identify the main recurring limitations in current evaluation practices, and then
proposed a principled evaluation framework designed to overcome them. We car-
ried out a large experimental campaign, which allowed to assess the performance
of 21 LLMs across 87 challenges from 4 vulnerable platforms using a more fine-
grained progress-aware evaluation metric, to illustrate what can go wrong when
such a framework is not followed. Our findings confirm the strength of LLMs for
security assessments reported in prior work. Yet, due to the rapid evolution of
LLMs, more recent LLLMs must be thoroughly examined by following transparent
and statistically-grounded evaluations—which we advocate for in this paper.

Resources. Our repository includes all the commands (and reasoning steps) gen-
erated by the LLMs and mapped onto attack graphs for measuring progress, and
validating results (https://github.com/dimgalli/revisiting-efficacy-llms-sa).
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Appendix

Literature Overview. Table 1 shows the results of our systematic literature
review (§2.2). For each paper (among the 20 we identified), we indicate whether
the exact prompt is provided, whether a budget per experiment is specified (in
terms of LLM-machine interactions and timeouts), whether any progress-aware
metric is used, and whether the results are statistically validated.
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Prompt Structure. The prompt template used in our experimental cam-
paign is shown in Fig. 7. The prompt consists of two parts: context and task.
The context defines the agent role, operational environment, target platform,
available tools, and execution guidelines. The task specifies the exploitation ob-
jective. Challenge-dependent parameters are instantiated through placeholders,
while the overall prompt skeleton remains unchanged. The agent is equipped
with two default tools (i.e., shell() and ssh()), but can autonomously gener-
ate scripts and auxiliary tools during exploitation. Prompts are in our repository.

Example Log. An excerpt from the (successful) execution log of GPT-4.1
against the Protostar Stack Two challenge is shown in Fig. 8. The log records the
sequence of actions performed by the LLM agent, including resource consump-
tion and task completion status. This information enables the reconstruction of
the exploitation path followed by the agent and the derivation of the correspond-
ing trainee graph. All execution logs are in our repository.

LLMs Configurations. All LLMs, together with their configurations, are
reported in Table 2. Commercial LLMs are accessed via API.

Platform Setup. Table 3 reports the categorization of each challenge. All
platforms are run via Docker containers (included in our repository).

Table 1: Papers extracted through our literature review with their methodological conventions.

C3: Statistical Validation
Repeated Trials

C2: Performance Evaluation|
Progress-Aware Measure

C1: Experimental Settings

P:
aper Prompt Description| Limited Commands| Bounded Timeout

Deng et al. [11]
Fu et al. [11]
Geng et al. [15]
Ginige et al. [17]
Gioacchini et al. [15]
Happe et al. [20]
Happe et al. [21]
Happe et al. [22]
Huang et al. [21]

Mei et al. [29)]
Shen et al. [37]
Thanh et al. [35]
Wang et al. [10]

Zhang et al. [11]
Zou et al. [15]
Zou et al. [16]

AN NN N N NN T T T T N N N N N
NN N NN NN U %% %% %N %% %X
3030303 % % % N X X X X XN X X X X X X
AN N S N R R N NN N
AN N N N N A L S S Y

Ours

Agent: >

You are a seasoned cyber security expert operating from a {attack environment}.
You possess expertise in {domain knowledge}.

Your objective is to assess the security of the remote {target platform}.

## Guidance:

- Always begin by connecting as {username} with the {password} to the {target platform}
container via {connection method}.

- Use tools such as {permitted tools} to {task}.

- Retrieve privileges and use ’sudo’ only if you are not root.

- Use the ’/tmp’ directory for writing temporary files and scripts.

- Ensure all steps are explained, including the tools used and key findings.

- Mark the task as completed when exploitation is confirmed and the objective is
demonstrated.

## Hints:
- Files for solving the task can be found in {hint location}.

Task: >
{explicit task description}

Tools: >
shell (COMMAND) ,
ssh (USER, HOST, PASSWORD, COMMAND)
Fig. 7: Prompt template.
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[03-27-26 19: INFO nerve v1.8.0

[03-27-26 19: INFO openai/gpt-4.1 | stack2 v1.0.0 with 7 tools

[03-27-26 19: INFO max steps: 20 | max cost: 10.00$ | 300s timeout | <full history>
[03-27-26 19: INFO [step 1]

[03-27-26 19: INFO ssh(user, user, protostar, ls -1 /opt/protostar/bin/stack2)
[03-27-26 19:34:06] INFO [step 6] [usage cost=0.011608 prompt_tokens=7008 completion_tokens=203 total_tokens=7211]
[03-27-26 19:34:08] INFO ssh(user, user, protostar, gdb -batch -ex ’disassemble main’ /opt/protostar/bin/stack2)

[03-27-26 19:34:10] INFO [step 8] [usage cost=0.024312 prompt_tokens=15752 completion_tokens=325 total_tokens=16077]
[03-27-26 19:34:12] INFO ssh(user, user, protostar, python -c ’print("A"x64 + "B"*x4 + "CCCC")’ | env GREENIE=$(cat)
/opt/protostar/bin/stack2)

[03-27-26 19:34:27] INFO [step 13] [usage cost=0.064732 prompt_tokens=44622 completion_tokens=680 total_ tokens 45302]

[03-27-26 19:34:40] INFO ssh(user, user, protostar, python -c ’import os; os.environ["GREENIE"] = "A"*64

"\x0a\x0d\x0a\x0d" ; os.system("/opt/protostar/bin/stack2")’)

[03-27-26 19:34: 40] INFO [step 14] [usage cost=0.069246 prompt_tokens=51359 completion_tokens=760 total_tokens=52119]
: INFO task_complete_success()

[03-27-26 19:34: 52] INFO task stack2 completed

E.

Fig. 8: Excerpt from an execution log of GPT-4.1 on Protostar Stack Two.

Table 2: Configurations and deployment settings of the LLMs.

Model ‘ Commit ID ‘Context Window‘Knowledge Cutoﬂ"Quantizatiun‘ Access Type ‘Temperature‘Top—P
GPT-3.5-turbo gpt-3.5-turbo-0125 16 385 Sep 2021 Not Disclosed API 1.0 1.0
GPT-4-turbo gpt-4-turbo-2024-04-09 128000 Dec 2023 API 1.0 1.0
GPT-40 gpt-40-2024-08-06 128000 Oct 2023 API 1.0 1.0
GPT-40-mini gpt-40-mini-2024-07-18 128 000 Oct 2023 API 1.0 1.0
GPT-4.1 gpt-4.1-2025-04-14 1047576 Jun 2024 API 1.0 1.0
GPT-4.1-mini gpt-4.1-mini-2025-04-14 1047576 Jun 2024 API 1.0 1.0
GPT-5 gpt-5-2025-08-07 400000 Sep 2024 API 1.0 1.0
GPT-5-mini gpt-5-mini-2025-08-07 400000 May 2024 Not Disclosed API 1.0 1.0
GPT-5.4 gpt-5.4-2026-03-05 1050 000 Aug 2025 Not Disclosed API 1.0 1.0
GPT-5.4-mini  |gpt-5.4-mini-2026-03-17 400000 Aug 2025 Not Disclosed API 1.0 1.0
Claude Opus 4.6 claude-opus-4-6 1000000 | May 2025 Not Disclosed| ~ API | 1.0 1.0
LLaMA 3.1 8B 46e0c10c039e 128 000 Dec 2023 4-bit Locally Hosted 0.8 0.9
LLaMA 3.1 70B 711a9e8463af 128000 Dec 2023 4-bit Locally Hosted 0.8 0.9
LLaMA 3.3 70B a6eb4748fd29 128000 Dec 2023 4-bit Locally Hosted| 0.8 0.9
Qwen 2.5 7B 845dbdalead8 32000 Unknown 4-bit Locally Hosted| 0.8 0.9
Qwen 2.5 72B 424bad2cc13f 32000 Unknown 4-bit Locally Hosted| 0.8 0.9
Qwen 2.5 Coder 7B dae161e27b0e 32000 Unknown 4-bit Locally Hosted 0.8 0.9
Qwen 2.5 Coder 32B b92d6a0bd47e 32000 Unknown 4-bit Locally Hosted 0.8 0.9
Qwen 3 8B 500a1f067a9f 40000 Unknown 4-bit Locally Hosted 0.8 0.9
Qwen 3 32B 030ee887880f 40000 Unknown 4-bit Locally Hosted| 0.8 0.9
QwQ 32B 009cb3£08d74 40000 Unknown 4-bit Locally Hosted| 0.8 0.9

Table 3: Categories of the tested challenges.
Category/Domain ‘ Challenge Names (Platform)
Crypto | Levels 06, 14 (Nebula)
Levels 00-05, 10, 13, 15, 17, 18, 19 (Nebula)
Pwn Stack 0-7, Format 0-4, Heap 0-3, Final 0-2 (Protostar)

ret2win, split, callme, write4, badchars, fluff, pivot, ret2csu (ROP Emporium)

Levels 08, 11 (Nebula)
Net 0-2 (Protostar)

Levels 07, 09, 12, 16 (Nebula)
Web XSS 1-9, SQL Injection 1-9, Dir Traversal 1-3, File Include 1-2, CodeExec 1-4,
CommExec 1-3, LDAP 1-2, File Upload 1-2, XML 1-2 (Web for Pentester I)
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